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Introduction  

Halal tourism has become a strategic segment of the tourism industry due to the increasing demand for tourism 

services that accommodate the needs of Muslim travelers. Unlike general tourism, halal tourism does not only consider 

destination attractiveness, accessibility, accommodation, and service quality, but also emphasizes the compatibility of 

tourism products and services with Islamic values. These characteristics include the availability of halal food, worship 

facilities, Muslim-friendly accommodation, cleanliness, privacy, and services that support religious activities [1]. 

Consequently, tourists may evaluate a halal tourism destination based on both the general quality of their travel 

experience and the availability of facilities that meet their religious needs. 

The specific characteristics of halal tourism make tourist opinion analysis particularly important. A destination 

may receive a positive evaluation for its natural attractions, hospitality, or accessibility but receive a negative 

evaluation because halal food, prayer facilities, or other Muslim-friendly services are inadequate. Therefore, sentiment 

expressions in halal tourism reviews may contain more specific service attributes than general tourism reviews. 

Identifying these opinions can help tourism managers understand whether tourist satisfaction or dissatisfaction is 

related to general destination quality or to the fulfillment of Muslim-friendly tourism requirements [1]. 

The rapid development of digital platforms has changed how tourists communicate their experiences and evaluate 

tourism services. Reviews posted on online platforms contain information about tourist satisfaction, complaints, 

preferences, and expectations regarding destinations and services. In halal tourism, these reviews may discuss halal 

food availability, worship facilities, cleanliness, accessibility, hospitality, accommodation, comfort, and overall travel 

Abstract  

Halal tourism generates a growing volume of tourist reviews that can be utilized to evaluate visitor perceptions and service quality. 

However, existing tourism sentiment classification studies predominantly rely on individual machine learning algorithms, 

emphasize accuracy as the primary evaluation metric, and often provide limited explanation of how class imbalance is handled 

within the validation process. Inappropriate oversampling outside the cross-validation scheme may also cause data leakage and 

produce overly optimistic results. To address these research gaps, this study proposes a controlled stacking ensemble framework 

for halal tourism sentiment classification that integrates heterogeneous classifiers, fold-specific class balancing, and multi-metric 

performance evaluation. The dataset consisted of 1,800 halal tourism reviews classified into positive and negative sentiment 

classes. The reviews were processed through case folding, text cleaning, tokenization, stopword removal, normalization, 

stemming, and Term Frequency–Inverse Document Frequency feature extraction. The proposed stacking architecture combined 

Support Vector Machine, Multinomial Naïve Bayes, and AdaBoost as base learners, with Logistic Regression as the meta-learner. 

To address potential class imbalance while preventing data leakage, the Synthetic Minority Over-sampling Technique was applied 

exclusively to the training subset within each iteration of the 5-fold cross-validation scheme, while the validation subset retained 

its original distribution. Performance was evaluated using accuracy, precision, recall, F1-score, confusion matrix, and ROC-AUC. 

The stacking ensemble achieved the highest average accuracy of 80.55%, outperforming SVM at 79.77%, MNB at 79.27%, and 

AdaBoost at 70.77%, with an AUC of 0.8795. The novelty and methodological contribution of this study lie in integrating 

heterogeneous stacking, leakage-free SMOTE implementation, and comprehensive evaluation within a single halal tourism 

sentiment classification framework. The proposed approach provides a more reliable basis for tourist opinion monitoring, service 

evaluation, and data-driven decision-making in halal tourism management. 
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experience. However, manually examining large volumes of review data is inefficient, time-consuming, and 

potentially subjective. Sentiment analysis using machine learning is therefore needed to classify tourist opinions 

systematically and transform unstructured review data into information that can support tourism evaluation and 

decision-making. 

Several previous studies have demonstrated the potential of machine learning in tourism-related sentiment 

analysis. The study in [2] applied Support Vector Machine to tourist destination reviews and achieved an accuracy of 

90%. The study in [3] compared SVM, Naïve Bayes, and Random Forest using 5-fold cross-validation and obtained 

accuracy values of 67.97%, 61.33%, and 63.55%, respectively. Meanwhile, the study in [4] evaluated machine 

learning algorithms for tourist spot recommendation and reported that SVM achieved an accuracy of 93.23%, 

outperforming Decision Tree and K-Nearest Neighbor. Collectively, these studies show that machine learning can 

effectively process tourism review data. However, their results cannot be compared directly because they employ 

different datasets, sentiment labels, feature representations, validation procedures, and classification objectives. They 

also mainly evaluate general tourism reviews rather than reviews containing the specific service attributes associated 

with halal tourism. 

A synthesis of the previous studies reveals several research gaps. First, the studies in [2], [3], [4] primarily 

employed individual classifiers or compared algorithms separately, without examining whether models with different 

learning mechanisms could complement each other through a stacking ensemble. Second, their evaluations mainly 

emphasized accuracy, whereas accuracy alone may not adequately represent model performance when the sentiment 

class distribution is imbalanced. Precision, recall, F1-score, confusion matrix, and ROC-AUC are also required to 

evaluate the model’s ability to recognize each sentiment class. Third, the previous studies did not sufficiently explain 

how class imbalance was handled within the cross-validation procedure. Applying oversampling before separating the 

training and validation data may introduce data leakage and produce overly optimistic evaluation results. Fourth, 

differences in preprocessing procedures, feature extraction, data distribution, model configuration, and validation 

schemes make previous experiments difficult to reproduce. These limitations indicate the need for a controlled and 

reproducible sentiment classification framework that is specifically evaluated using halal tourism review data. 

To address these gaps, this study proposes a stacking ensemble framework that combines Support Vector Machine, 

Multinomial Naïve Bayes, and AdaBoost as base learners, with Logistic Regression as the meta-learner. These 

algorithms were selected because they represent different learning mechanisms. SVM is effective in processing high-

dimensional text features, MNB provides efficient probabilistic classification based on term distributions, and 

AdaBoost iteratively focuses on samples that are difficult to classify [5], [6], [7]. he stacking method uses the 

prediction outputs of the base learners as meta-features that are subsequently integrated by Logistic Regression to 

produce the final sentiment prediction [8]. This combination is intended to reduce dependence on a single classifier 

and utilize the complementary prediction patterns generated by heterogeneous algorithms. 

The experimental procedure integrates text preprocessing, TF-IDF feature extraction, 5-fold cross-validation, 

SMOTE-based class balancing, and multi-metric model evaluation. To prevent data leakage, SMOTE is applied 

exclusively to the training subset within each cross-validation fold, while the validation subset remains unchanged 

[9], [10]. The performance of the individual classifiers and the proposed stacking model is evaluated using accuracy, 

precision, recall, F1-score, confusion matrix, and ROC-AUC. This procedure provides a more reliable evaluation 

because the models are tested using original data that are not involved in the generation of synthetic training samples. 

The main contribution of this study is the development of a controlled stacking ensemble framework for halal 

tourism sentiment classification. In contrast to previous research that primarily evaluated individual algorithms, this 

study integrates heterogeneous base learners, Logistic Regression-based meta-learning, fold-specific SMOTE, and 

multi-metric evaluation within a single experimental framework. Empirically, the study evaluates whether stacking 

can improve classification performance compared with SVM, MNB, and AdaBoost as individual models. Practically, 

the proposed model can support halal tourism stakeholders in monitoring tourist opinions, evaluating Muslim-friendly 

services, identifying service aspects that require improvement, and supporting data-driven tourism management. 

The reproducibility of this research is improved by clearly documenting the dataset size and sentiment distribution, 

sentiment-label definitions, preprocessing sequence, TF-IDF feature representation, base-learner and meta-learner 

configurations, number of cross-validation folds, placement of SMOTE within each training fold, and evaluation 

metrics. This transparent experimental procedure enables other researchers to replicate the classification process, 

verify the reported results, and extend the proposed framework using different halal tourism datasets or machine 

learning algorithms. 
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Method  

This study proposes a stacking ensemble method to improve the accuracy of halal tourism sentiment classification 

using machine learning algorithms. The method was designed as a structured research framework consisting of three 

main components: input, process, and output. The input includes halal tourism review data and sentiment labels. The 

process includes data collection, sentiment labeling, text preprocessing, feature extraction, 5-fold cross-validation, class 

balancing using SMOTE, base learner training, stacking ensemble modeling, and model evaluation. The output includes 

sentiment classification results and a performance comparison between individual machine learning models and the 

proposed stacking ensemble model. 

A. Research Framework 

The research framework describes the complete workflow used to transform raw halal tourism review data into 

sentiment classification results. The framework is designed to clarify the relationship between the research input, the 

machine learning process, and the final output. Figure 1 presents the proposed research framework. 

 
Figure 1. Proposed Research Framework 

The input stage consists of halal tourism review data collected from digital platforms and sentiment labels used as 

the classification target. The review data contain tourist opinions related to destination experience, service quality, halal 

food availability, worship facilities, accessibility, cleanliness, comfort, and overall satisfaction. 

The process stage begins with data collection and data screening to ensure that only relevant halal tourism reviews 

are included. The collected reviews are then labeled into sentiment categories. After labeling, text preprocessing is 

performed to clean and standardize the review text. The cleaned text is converted into numerical features using Term 

Frequency–Inverse Document Frequency (TF-IDF). The dataset is then evaluated using 5-fold cross-validation. In each 

fold, the dataset is divided into training and validation subsets. SMOTE is applied only to the training subset to handle 

class imbalance, while the validation subset is kept unchanged to prevent data leakage. The balanced training data are 

used to train SVM, MNB, and AdaBoost as base learners. The prediction outputs of these base learners are then used 

as meta-features for Logistic Regression, which functions as the meta-learner in the stacking ensemble model. 

The output stage consists of the final sentiment classification results and model performance evaluation. The 

performance of each model is measured using accuracy, precision, recall, F1-score, confusion matrix, and ROC-AUC. 

The stacking ensemble model is compared with the individual base learners to determine whether the proposed method 

can improve the accuracy and overall classification performance of halal tourism sentiment analysis. 

B. Input of the Research 

The input of this study consists of halal tourism review data collected from digital platforms and sentiment labels 

used as the classification target. The review data contain textual opinions related to halal tourism destinations, facilities, 

services, accessibility, cleanliness, comfort, food availability, worship facilities, and overall tourist experience. 

The dataset represents user-generated content that reflects tourists’ real experiences and perceptions. Therefore, the 

use of digital review data is relevant for sentiment analysis because it provides direct information about public opinion 

toward halal tourism services. Each review in the dataset is treated as one data instance, while the sentiment label 

represents the target class used in the classification process. 

The sentiment labels can be grouped into positive, negative, or neutral categories depending on the structure of the 

dataset. If the classification task is binary, the sentiment classes are grouped into two categories, namely positive and 

negative sentiment. Reviews containing satisfaction, appreciation, recommendation, or favorable opinions are 

categorized as positive sentiment. Reviews containing complaints, dissatisfaction, criticism, or unfavorable experiences 

are categorized as negative sentiment. If neutral sentiment is used, reviews that only contain factual statements or do 

not clearly express positive or negative opinions are categorized as neutral sentiment. 
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C. Data Collection and Sentiment Labeling 

The data collection stage was conducted by gathering halal tourism-related reviews from digital platforms, such as 

social media, tourism review websites, or publicly available review datasets. The collected data were selected based on 

their relevance to halal tourism topics. Reviews that were unrelated to tourism experiences, duplicated, empty, or 

contained only non-informative text were removed from the dataset. 

After the data collection process, sentiment labeling was performed to determine the class of each review. The 

labeling process was carried out based on the meaning and sentiment orientation of the text. Positive reviews indicate 

satisfaction or favorable perception toward halal tourism services. Negative reviews indicate dissatisfaction, 

complaints, or unfavorable perception. Neutral reviews, if used, indicate factual or non-evaluative statements. 

This labeling stage is important because the quality of the label affects the ability of the model to learn sentiment 

patterns. Therefore, the labeling process should be based on clear annotation criteria to reduce inconsistency and 

subjectivity. The labeled dataset was then used as the ground truth for training and evaluating the classification models. 

D. Text Processing 

Text preprocessing was conducted to clean and prepare the review data before the classification process [11]. 

Review data obtained from digital platforms often contain noise, such as punctuation marks, numbers, symbols, emojis, 

hyperlinks, duplicate words, informal language, and inconsistent writing styles. Therefore, preprocessing is required to 

improve data quality and reduce irrelevant features. 

The preprocessing steps include case folding, data cleaning, tokenization, stopword removal, text normalization, 

and stemming if applicable. Case folding converts all words into lowercase format so that words with different 

capitalization are treated as the same term [12]. Data cleaning removes punctuation, symbols, URLs, numbers, and 

other irrelevant characters [13]. Tokenization separates sentences into individual words or tokens [14]. Stopword 

removal eliminates common words that do not contribute significantly to sentiment classification [15]. Text 

normalization converts informal or inconsistent words into standard forms [16]. Stemming reduces words into their root 

forms to minimize feature variation [17]. 

After preprocessing, the cleaned text data are more structured and ready to be transformed into numerical features. 

This stage is important because machine learning algorithms cannot directly process raw text data. 

E. Feature Extraction 

Feature extraction was performed to convert the cleaned text data into numerical representations. In this stage, each 

review is transformed into a feature vector that can be processed by machine learning algorithms. The feature extraction 

process represents the importance of words or terms in the dataset so that sentiment patterns can be identified by the 

classification models [18]. 

The resulting feature matrix becomes the input for the base learner models and the stacking ensemble model. This 

stage is essential because the quality of the extracted features influences the performance of the classification models. 

Text features that represent sentiment-related terms can help the model distinguish positive, negative, or neutral 

sentiment more accurately [19]. 

F. Validation Scheme Using 5-Fold Cross-Validation 

This study used 5-Fold Cross-Validation to evaluate the performance of the classification models. In this scheme, 

the dataset is divided into five subsets or folds. In each iteration, four folds are used as training data, while one-fold is 

used as validation data. This process is repeated five times so that each fold is used once as validation data [20]. 

The use of 5-Fold Cross-Validation aims to obtain more stable and reliable evaluation results. Compared to a single 

train-test split, cross-validation reduces the possibility that the evaluation result is influenced by a particular data 

division. Therefore, the performance values obtained from the five folds provide a more representative estimate of 

model performance [20]. 

G. Class Balancing Using SMOTE 

Class imbalance is one of the common problems in sentiment classification. If one sentiment class has more data 

than the other class, the model may become biased toward the majority class and fail to recognize the minority class 

properly. To overcome this problem, this study applied the Synthetic Minority Over-sampling Technique, or SMOTE 

[21]. 

SMOTE works by generating synthetic samples for the minority class based on the feature space of existing minority 

samples. This technique helps the model learn minority-class patterns more effectively. However, to maintain the 

validity of the experiment, SMOTE was applied only to the training data in each fold of the cross-validation process. 

The validation data were kept unchanged and were not involved in the oversampling process [22]. 

This procedure was applied to avoid data leakage. If SMOTE is applied before splitting the data into training and 

validation sets, synthetic samples generated from the original data may appear in both training and validation data, 

resulting in overly optimistic performance. Therefore, applying SMOTE only to the training data ensures that the model 

is evaluated on unseen and original validation data. 
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H. Base Learner Models 

This study used three machine learning algorithms as base learners, namely Support Vector Machine, Multinomial 

Naïve Bayes, and AdaBoost. These algorithms were selected because they have different learning mechanisms and 

characteristics. 

Support Vector Machine is used because it is effective in handling high-dimensional data and finding an optimal 

hyperplane to separate sentiment classes. This characteristic makes SVM suitable for text classification tasks [12], [23]. 

Multinomial Naïve Bayes is used because it is efficient for text-based classification and works well with probability-

based feature representation [24]. AdaBoost is used because it can improve classification performance by combining 

weak learners and giving more attention to samples that are difficult to classify [25]. 

The use of these three base learners allows the model to capture different patterns in the dataset. SVM contributes 

decision-boundary-based classification, MNB contributes probabilistic text classification, and AdaBoost contributes 

iterative error-correction learning. The outputs of these base learners are then used as input for the stacking ensemble 

model. 

I. Stacking Ensemble Model 

The stacking ensemble model was developed by combining the prediction outputs of the three base learners. In this 

study, Logistic Regression was used as the meta-learner. The meta-learner receives the prediction results from SVM, 

MNB, and AdaBoost and learns how to combine them to produce the final classification result [26]. 

The stacking process was designed to improve classification performance by integrating the strengths of different 

machine learning algorithms. Instead of relying on one model, stacking allows the final prediction to be determined 

based on the combined outputs of several models. This approach can reduce the weakness of individual models and 

improve prediction stability [27]. 

In this study, the base learners first generate predictions from the training data. These predictions are then used as 

new input features for Logistic Regression. The meta-learner learns the relationship between the base learner outputs 

and the actual sentiment labels. After training, the stacking model produces the final sentiment prediction for the 

validation data in each fold. 

J. Model Evaluation 

Model evaluation was conducted to measure the performance of each base learner and the stacking ensemble model. 

The evaluation metrics used in this study include accuracy, precision, recall, F1-score, confusion matrix, and ROC-

AUC. 

Accuracy measures the proportion of correctly classified data among all data. Precision measures how many samples 

predicted as a certain class are actually correct. Recall measures how many actual samples from a certain class are 

successfully identified by the model. F1-score provides a balanced measurement between precision and recall. The 

confusion matrix is used to observe the number of correct and incorrect predictions for each class. ROC-AUC is used 

to evaluate the model’s discriminative ability in distinguishing between sentiment classes. 

The evaluation was conducted for each fold in the 5-Fold Cross-Validation scheme. After all folds were completed, 

the average performance was calculated to determine the final performance of each model. The performance of the 

stacking ensemble model was then compared with the performance of the individual base learners to determine whether 

the proposed method improved the accuracy of halal tourism sentiment classification. 

K. Output of the Research 

The output of this study consists of sentiment classification results and model performance comparison. The 

sentiment classification results show the predicted sentiment category for each halal tourism review. The performance 

comparison shows the effectiveness of each individual base learner and the proposed stacking ensemble model. 

The final output includes accuracy, precision, recall, F1-score, confusion matrix, and ROC-AUC values. These 

results are used to determine the ability of the proposed stacking ensemble method to improve classification 

performance. The comparison between the stacking model and individual models provides evidence of whether 

combining SVM, MNB, and AdaBoost using Logistic Regression as the meta-learner can produce better performance 

than using a single machine learning model. 

Results and Discussion  

This section presents the results and discussion of the halal tourism sentiment classification experiment using 

machine learning and stacking ensemble methods. The discussion begins with the process of halal tourism review data 

collection from digital platforms, followed by sentiment labeling, text preprocessing, data distribution analysis, and 

model validation using 5-Fold Cross-Validation. Furthermore, this section explains the testing results of each base 

learner, namely Support Vector Machine (SVM), Multinomial Naïve Bayes (MNB), and AdaBoost. Finally, the 

performance of the stacking ensemble model is compared with the performance of the individual base models to 

determine whether the proposed ensemble approach can improve classification performance. 
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A. Halal Tourism Review Data Collection 

The dataset used in this study consisted of halal tourism reviews collected from digital platforms containing publicly 

available tourist opinions. These reviews reflected tourists’ experiences, satisfaction, complaints, preferences, and 

expectations regarding halal tourism destinations and services. 

The collected reviews discussed several aspects associated with halal tourism, including halal food availability, 

worship facilities, cleanliness, accessibility, accommodation, comfort, hospitality, service quality, and overall 

destination experience. These aspects were considered relevant because halal tourism is evaluated not only based on 

general destination attractiveness but also on the availability of services that support Muslim travelers’ religious needs. 

The initial data were screened to remove reviews that were unrelated to tourism experiences, duplicated entries, 

empty records, and reviews containing only symbols or non-informative text. Each remaining review was treated as 

one observation, while its sentiment category was used as the target variable. After the screening process, the final 

dataset contained 1,800 halal tourism reviews used for model training and evaluation. 

The use of tourist-generated reviews provides an empirical representation of public perception toward halal tourism 

services. However, reviews collected from digital platforms frequently contain informal expressions, abbreviations, 

spelling inconsistencies, mixed opinions, and domain-specific terms. Therefore, preprocessing and systematic 

sentiment labeling were required before the reviews could be used in the classification process. 

B. Sentiment Labeling 

After data collection and screening, each review was assigned to one of two sentiment classes. Class 0 represented 

negative sentiment, while Class 1 represented positive sentiment. Examples of the review data and their corresponding 

sentiment labels are presented in Figure 2. Reviews containing dissatisfaction, complaints, criticism, disappointment, 

or unfavorable experiences were classified as negative sentiment. These reviews could include complaints regarding 

poor service, inadequate cleanliness, limited halal food availability, insufficient worship facilities, uncomfortable 

accommodation, or difficulty accessing the destination. 

In contrast, reviews expressing satisfaction, appreciation, recommendation, or favorable experiences were classified 

as positive sentiment. Positive reviews could contain statements regarding good service, comfortable facilities, 

cleanliness, friendly staff, adequate prayer facilities, halal food availability, or positive overall destination experiences. 

Sentiment labeling is an important stage because classification performance is strongly influenced by the quality and 

consistency of the assigned labels. Ambiguous reviews containing both positive and negative opinions may be more 

difficult to categorize. Therefore, the labeling process was conducted using clear criteria based on the dominant 

sentiment expressed in each review.  

The labeled data were subsequently used as ground-truth values for training and evaluating SVM, MNB, AdaBoost, 

and the proposed stacking ensemble model. 

 
Figure 2. Example of the Collection Halal Tourism Review Data 

C. Text Data Preprocessing 

Text preprocessing was performed to reduce noise, standardize the review content, and prepare the textual data for 

numerical feature extraction. Reviews obtained from digital platforms often contain punctuation, numbers, symbols, 

hyperlinks, emojis, informal words, repeated characters, and inconsistent capitalization. These elements may reduce 

feature quality if they are not processed appropriately. 

The preprocessing process consisted of case folding, text cleaning, tokenization, normalization, stopword removal, 

and stemming. Case folding converted all characters into lowercase form to ensure that words written using different 

capitalization patterns were treated as identical terms. Text cleaning removed URLs, numbers, punctuation marks, 

symbols, emojis, and other irrelevant characters. Tokenization separated each review into individual words or tokens. 

Normalization converted informal expressions, abbreviations, and non-standard words into their standard forms. 

Stopword removal eliminated frequently occurring words that provided limited information for distinguishing 

sentiment classes. Stemming subsequently transformed words into their root forms to reduce variations caused by 

prefixes, suffixes, and other morphological changes. After preprocessing, the cleaned reviews were transformed into 
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numerical representations using Term Frequency–Inverse Document Frequency. TF-IDF assigned weights to terms 

based on their frequency within a review and their rarity across the complete dataset. Terms that appeared frequently 

in a particular review but less frequently across other reviews received higher weights. 

The resulting TF-IDF matrix contained sparse and high-dimensional features that represented the textual 

characteristics of the halal tourism reviews. This feature matrix was then used as the input for SVM, MNB, AdaBoost, 

and the stacking ensemble model. 

 
Figure 3. Text Preprocessing Stages for Halal Tourism Reviews 

D. Data Distribution 

Before model training, the distribution of the sentiment classes was analyzed to determine whether one class 

strongly dominated the dataset. The class distribution is presented in Table 1. 

Table 1. Distribution of Sentiment Data 

Sentiment Class Estimated Number of Reviews Percentage 

Class 0 910 50.56% 

Class 1 890 49.44% 

Total 1,800 100.00% 

Table 1 shows that Class 0 consisted of 910 reviews, representing 50.56% of the dataset, while Class 1 consisted of 

890 reviews, representing 49.44%. The difference between the two classes was only 20 reviews or 1.12 percentage 

points. This distribution indicates that the complete dataset was relatively balanced and did not contain severe class 

imbalance. Nevertheless, the distribution of the training subset could vary slightly within each cross-validation fold. 

Therefore, SMOTE was incorporated into the experimental pipeline to control potential imbalance within the training 

data. 

SMOTE was applied exclusively to the training subset after each fold had been divided into training and validation 

data. The validation subset remained unchanged and retained its original distribution. This procedure prevented 

synthetic samples from entering the validation data and reduced the risk of data leakage. The application of SMOTE in 

this study should therefore be interpreted as a controlled class-balancing procedure rather than evidence that the 

complete dataset was highly imbalanced. A direct comparison between models trained with and without SMOTE would 

still be required to determine the independent contribution of the resampling technique. 

E. K-Fold Cross-Validation Result 

The performance of the classification models was evaluated using 5-fold cross-validation. The complete dataset was 

divided into five subsets. In each iteration, four subsets were used as training data, while the remaining subset was used 

as validation data. This process was repeated five times so that each subset was used once as validation data. 

Within each fold, TF-IDF was fitted using the training data, and SMOTE was applied only to the training subset. 

The validation data were kept in their original distribution and were not involved in the generation of synthetic samples. 
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This procedure was applied to prevent data leakage and ensure that model performance was evaluated using unseen 

review data. The fold-level accuracy results of the three base learners are presented in Table 2. 

 

Table 2. Testing Results of All Base Algorithms 

Algorithm Fold 1 Fold 2 Fold 3 Fold 4 Fold 5 Average 

SVM 80% 80% 79.44% 80.83% 78.61% 79.77% 

MNB 79.72% 79.17% 78.61% 80.28% 78.61% 79.27% 

Adaboost 71.39% 71.39% 69.72% 70% 71.39% 70.77% 

Based on Table 2, SVM achieved the highest average accuracy of 79.77%. Its fold-level accuracy ranged from 

78.61% to 80.83%, with the highest result obtained in Fold 4 and the lowest result obtained in Fold 5. The relatively 

small difference between the highest and lowest values indicates that SVM maintained consistent performance across 

the validation subsets. The strong performance of SVM can be associated with its ability to construct an effective 

decision boundary in the high-dimensional and sparse feature space generated by TF-IDF. In text classification, only 

some terms provide strong discriminative information for separating positive and negative sentiment. SVM can identify 

a separating hyperplane based on these relevant features, making it suitable for halal tourism sentiment classification. 

MNB achieved an average accuracy of 79.27%, which was only 0.50 percentage points lower than SVM. Its accuracy 

ranged from 78.61% to 80.28%, indicating relatively stable performance across the five folds. This result shows that 

probabilistic term distributions were also effective for identifying positive and negative sentiment patterns. However, 

MNB assumes that the features are conditionally independent. This assumption may limit its ability to interpret 

expressions whose meanings depend on word combinations, negation, or sentence context. For example, expressions 

containing mixed opinions or negation may not be interpreted accurately when individual terms are evaluated 

independently. 

AdaBoost achieved the lowest average accuracy of 70.77%. Its performance ranged from 69.72% to 71.39%, which 

was approximately nine percentage points lower than SVM and 8.50 percentage points lower than MNB. This result 

indicates that the AdaBoost configuration was less suitable for the sparse TF-IDF representation used in this study. 

AdaBoost repeatedly increases the weight of incorrectly classified samples. In tourist review data, difficult samples 

may contain informal expressions, ambiguous sentiment, spelling inconsistencies, or mixed positive and negative 

opinions. Giving additional weight to these observations may cause the model to focus excessively on noisy or difficult 

patterns, thereby reducing its generalization performance. Although AdaBoost obtained the lowest individual accuracy, 

it was retained as a base learner because it applies a different learning mechanism from SVM and MNB. SVM provides 

margin-based predictions, MNB provides probability-based predictions, and AdaBoost focuses on repeatedly 

misclassified samples. These differences may provide complementary prediction information for the stacking meta-

learner. 

Overall, the 5-fold cross-validation results show that SVM was the strongest individual classifier, MNB produced 

competitive and stable performance, and AdaBoost provided algorithmic diversity despite its lower individual accuracy. 

These prediction outputs were subsequently combined in the proposed stacking ensemble model. 

F. Stacking Model Testing 

After evaluating the individual base learners, SVM, MNB, and AdaBoost were combined using a stacking ensemble 

approach, with Logistic Regression employed as the meta-learner. In this architecture, the prediction outputs generated 

by the three base learners were used as meta-features for Logistic Regression. The meta-learner subsequently learned 

the relationship between the base-model predictions and the actual sentiment labels to produce the final classification 

result. Unlike a fixed voting mechanism, stacking allows the meta-learner to assign different importance to each base 

learner based on its prediction patterns. The confusion matrix was used to examine the number of correct and incorrect 

predictions produced by the stacking model for each sentiment class. The confusion matrix result is presented in Figure 

4. 

 
Figure 4. Confusion Matrix of the Stacking Ensemble Model 
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Figure 4 shows the distribution of the predictions generated by the stacking ensemble model. The diagonal cells 

represent correctly classified reviews, while the off-diagonal cells represent classification errors. The model correctly 

classified negative reviews as Class 0 and positive reviews as Class 1. However, several negative reviews were 

incorrectly predicted as positive, while some positive reviews were incorrectly classified as negative. These errors 

indicate that the model still encountered difficulties when processing reviews containing ambiguous expressions, 

implicit sentiment, negation, or a combination of positive and negative opinions. The confusion matrix nevertheless 

shows that the model was capable of recognizing both sentiment classes rather than producing predictions that were 

strongly concentrated on only one class. 

A more detailed class-level evaluation was conducted using precision, recall, and F1-score. The classification report 

of the stacking ensemble model is shown in Figure 5. 

 
Figure 5. Classification Report of the Stacking Ensemble Model 

Based on Figure 5, the stacking model achieved an accuracy of 0.8083, or approximately 80.83%, in the evaluated 

fold. For Class 0, representing negative sentiment, the model obtained a precision of 0.80, recall of 0.84, and F1-score 

of 0.82. The precision value indicates that 80% of the reviews predicted as negative were actually negative, while the 

recall value shows that the model successfully identified 84% of all actual negative reviews. The higher recall than 

precision indicates that the model was relatively sensitive in detecting negative sentiment, although some positive 

reviews were incorrectly classified as negative. 

For Class 1, representing positive sentiment, the stacking model achieved a precision of 0.82, recall of 0.78, and 

F1-score of 0.80. The precision value indicates that 82% of the reviews predicted as positive were correctly classified. 

However, the recall value shows that the model identified 78% of all actual positive reviews, meaning that 

approximately 22% of the positive reviews were incorrectly classified as negative. This result indicates that the model 

was more precise when assigning a positive prediction but was slightly less sensitive in recognizing all positive reviews. 

The difference between the F1-scores of Class 0 and Class 1 was only 0.02, indicating that the model maintained a 

relatively balanced combination of precision and recall for both classes. The macro-average and weighted-average 

precision, recall, and F1-score were approximately 0.81. The similarity between the macro and weighted averages 

shows that the overall performance was not dominated by one sentiment class. This result is also consistent with the 

relatively balanced distribution of positive and negative reviews in the dataset. 

The discriminative ability of the stacking model was further evaluated using the Receiver Operating Characteristic 

curve. The ROC curve and its Area Under the Curve value are presented in Figure 6. 

 
Figure 6. ROC Testing Using Stacking 

Figure 6 shows that the stacking ensemble model obtained an AUC value of 0.8795. This value indicates that the 

model had good discriminative ability in distinguishing positive and negative sentiment classes across different 

classification thresholds. The ROC curve approaches the upper-left area of the graph, indicating that the model could 

maintain a relatively high true-positive rate while controlling the false-positive rate. 

The ROC-AUC result complements the accuracy and F1-score results because it evaluates the model’s ability to 

separate the sentiment classes without depending solely on one decision threshold. However, because the ROC-AUC 

values of SVM, MNB, and AdaBoost were not reported individually, the AUC value of the stacking model cannot yet 

be claimed to be higher than those of all base learners. 
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Overall, the confusion matrix, classification report, and ROC curve demonstrate that the stacking ensemble model 

produced relatively balanced performance for both sentiment classes and showed good discriminative ability. 

Nevertheless, the reported classification report represents the evaluated fold and should not be interpreted as the average 

class-level performance across all five folds. Reporting the average precision, recall, F1-score, and ROC-AUC across 

the complete cross-validation process would provide a more comprehensive evaluation of the model’s generalization 

performance. 

G. Comparison Between Stacking and Individual Models 

The comparison between the stacking model and the individual base learners is presented in Table 4. 

Table 3. Performance Comparison Between Stacking and Base Models 

Model  Average Accuracy 

SVM 79.77% 

MNB 79.27% 

AdaBoost 70.77% 

Stacking Ensemble 80.55% 

Based on Table 3, the stacking ensemble model achieved the highest average accuracy of 80.55%. This result 

outperformed SVM by 0.78 percentage points, MNB by 1.28 percentage points, and AdaBoost by 9.78 percentage 

points. Although the improvement over SVM and MNB was relatively moderate, the stacking model still produced the 

best overall performance. This shows that integrating several machine learning models can improve classification 

results compared to relying on a single algorithm. 

However, the performance gain should be interpreted carefully. The difference between stacking and SVM was not 

very large, which means that SVM alone already performed strongly on the dataset. Therefore, the main advantage of 

the stacking model is not only its higher accuracy but also its ability to integrate different learning patterns from multiple 

algorithms. This makes the model more robust because the final prediction does not depend entirely on one 

classification approach. 

In addition, the ROC-AUC result of the stacking model reached 0.8795, indicating strong discriminative ability in 

distinguishing sentiment classes. This result supports the classification accuracy result and shows that the stacking 

model was able to separate sentiment categories effectively. The confusion matrix and classification report also showed 

that the stacking model maintained a balanced performance between classes, although some misclassifications still 

occurred. 

Overall, the results demonstrate that the proposed stacking ensemble method can improve the classification 

performance of halal tourism sentiment analysis. Compared with the individual base models, stacking produced the 

highest average accuracy and strong ROC-AUC performance. These findings indicate that the combination of SVM, 

MNB, and AdaBoost with Logistic Regression as the meta-learner can provide a more reliable classification model for 

analyzing tourist sentiment in halal tourism. Therefore, the proposed method can support data-driven evaluation and 

decision-making in halal tourism management, especially in understanding tourist perceptions, identifying service 

weaknesses, and improving promotional strategies. 

Conclusion  

This study demonstrates that a heterogeneous stacking ensemble can provide a more reliable approach to halal 

tourism sentiment classification than relying on a single machine learning model. By combining SVM, MNB, and 

AdaBoost through Logistic Regression, the proposed framework integrates different learning characteristics and 

produces the best overall performance among the evaluated models. Although the increase in accuracy over the 

strongest individual classifiers was moderate, the result indicates that combining complementary prediction patterns 

can improve classification consistency and reduce dependence on the limitations of a single algorithm. 

The class-level evaluation also shows that the proposed model maintained relatively balanced performance in 

identifying positive and negative sentiment. This finding is important because halal tourism reviews may contain 

domain-specific opinions related to halal food, worship facilities, cleanliness, accessibility, hospitality, and other 

Muslim-friendly services. Therefore, the main implication of this study is not limited to obtaining higher predictive 

performance. The proposed framework provides a systematic means of transforming unstructured tourist reviews into 

information that can support service evaluation, identify recurring sources of satisfaction and dissatisfaction, and assist 

halal tourism stakeholders in making evidence-based improvements. 

The methodological contribution of this study lies in the integration of heterogeneous base learners, a meta-

learning mechanism, fold-specific SMOTE, and multi-metric evaluation within a controlled cross-validation 

framework. Applying SMOTE only to the training subset in each fold reduces the risk of data leakage and provides a 

more credible estimate of model generalization. In addition, the explicit documentation of the preprocessing stages, 

feature representation, class-balancing procedure, validation scheme, model composition, and evaluation metrics 
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improves the reproducibility of the experimental process and provides a clearer foundation for replication and further 

development. 

Several limitations define the direction of future research. Because the study relied on a single dataset, the 

robustness of the proposed framework should be validated using reviews from multiple platforms, destinations, and 

periods to determine whether the model can generalize across different linguistic and service contexts. Since the 

independent effect of SMOTE was not measured, future experiments should compare the framework under controlled 

resampling scenarios to determine whether class balancing provides a meaningful benefit. Average class-wise metrics, 

confidence intervals, and statistical comparisons across folds should also be reported to establish whether the observed 

improvements are consistent rather than dependent on particular data partitions. Furthermore, ablation analysis is 

needed to identify the actual contribution of each base learner and determine whether all components are necessary. 

Finally, analysis of misclassified reviews should be conducted to identify linguistic patterns, such as negation, implicit 

sentiment, mixed opinions, and halal tourism-specific terminology, that remain difficult for the current TF-IDF-based 

representation. 
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