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Abstract

Accurate and reliable heart disease prediction is critical for early clinical intervention, yet standard machine learning models such
as Support Vector Machine (SVM) are susceptible to classification bias and suboptimal performance when hyperparameters are
left at their default settings. This study proposes a systematic SVM optimization framework using Grid Search to improve heart
disease prediction on the Cleveland Heart Disease dataset (303 records, 13 clinical features) from the UCI Machine Learning
Repository. The target variable was binarized into healthy versus diseased classes, and all preprocessing steps—including median
imputation and Min-Max normalization—were strictly encapsulated within a closed machine learning pipeline to prevent data
leakage. Model performance was evaluated using a comprehensive set of metrics: accuracy, precision, recall (sensitivity),
specificity, Fl-score, ROC-AUC, and Brier Score, under both a stratified hold-out test set and a Nested Cross-Validation
framework. The optimized SVM achieved 86.89% accuracy, 0.9372 ROC-AUC, and 92.86% recall, outperforming the baseline
across all metrics and reducing False Negative cases from five to two. The Brier Score improved from 0.1220 to 0.1043,
confirming enhanced probability calibration. Nested Cross-Validation further demonstrated robust generalization with a mean
ROC-AUC of 0.8920 =+ 0.0230 across 25 independent evaluations. While these results are promising, this study is confined to a
single benchmark dataset; future work should validate the approach on multicenter clinical populations and explore comparisons
with ensemble methods such as Random Forest and advanced optimization strategies such as Bayesian Optimization.
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Introduction

Cardiovascular disease remains the leading cause of mortality and morbidity worldwide, creating an urgent need
for early detection methods that are accurate, reliable, and efficient [1], [2]. In the era of healthcare digitalization,
medical informatics and smart healthcare frameworks offer substantial opportunities to transform raw clinical data
into responsive clinical decision support systems (CDSS) [3]. Numerous studies have investigated the application of
machine learning techniques ranging from conventional approaches such as Logistic Regression [4] to more advanced
tree-based algorithms and deep learning architectures [5]. These computational approaches are particularly valuable
because patient medical records often contain complex multivariate interactions among physiological indicators [6].
Consequently, the development of reliable predictive models has become an important research focus for reducing
clinicians’ workloads while improving the effectiveness of preventive healthcare interventions [7].

The effectiveness of a prediction system is highly dependent on dataset quality. In practice, real clinical data
frequently exhibit missing values, measurement noise, and demographic heterogeneity across medical centers—all of
which can substantially affect model performance and undermine the generalizability of findings to broader patient
populations. Heart disease datasets in particular contain a mixture of numerical and categorical clinical features, and
feature engineering and feature selection have been shown to substantially influence predictive performance [8], [9],
[10], [11]. Several studies have explored hybrid approaches, including the integration of Artificial Bee Colony (ABC)
optimization with K-Nearest Neighbours (KNN) classifiers [12], as well as recurrent fuzzy neural network models
[13], to better identify clinically relevant features [ 14]. Among the available classification techniques, Support Vector
Machine (SVM) has consistently demonstrated strong performance in high-dimensional medical datasets due to its
margin-maximization principle for constructing optimal separating hyperplanes [15]. Nevertheless, practical
implementation of SVM frequently encounters limitations when relying solely on default parameter settings. Baseline
SVM models are particularly susceptible to classification bias when confronted with heterogeneous clinical records
exhibiting non-linear decision boundaries and class imbalance. Although systematic hyperparameter tuning through
Grid Search combined with Nested Cross-Validation substantially mitigates this risk, a residual potential for
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overfitting remains—especially in small or demographically narrow datasets whose distributions may not fully
represent the broader clinical population [16], [17].

These limitations highlight a fundamental challenge addressed in this study. When applied to complex clinical
patterns, the use of standard kernels without systematic hyperparameter tuning may increase the occurrence of false
negatives, a critical error in which diseased patients are incorrectly classified as healthy [18]. This issue is further
compounded by the tendency of many optimization frameworks to suffer from optimistic bias, where high
performance is achieved during training but fails to generalize effectively to unseen data [19]. Moreover, the binary
decision outputs generated by conventional SVM models often do not provide the calibrated probability estimates
required for real-world clinical decision-making [15]. Therefore, several key research questions emerge: how can
SVM hyperparameters be systematically optimized using Grid Search, how can optimistic bias be mitigated through
rigorous validation strategies, and how can well-calibrated predictive probabilities be obtained?

To address these challenges, this study proposes a comprehensive machine learning framework for optimizing
SVM performance in the Cleveland heart disease dataset. Specifically, the study integrates Grid Search to identify
optimal hyperparameter combinations—including the regularization parameter, kernel parameters, and kernel types—
to improve accuracy, precision, recall, and F1-score simultaneously [10], [20]. To ensure an unbiased evaluation
process, a Nested Cross-Validation framework is employed to provide an objective assessment of model
generalization performance [21]. In addition, the reliability of the model’s probability outputs is examined through
calibration curve analysis and Brier Score evaluation. Through this rigorous methodological approach, the proposed
framework is expected not only to achieve strong binary classification performance but also to provide a reliable and
trustworthy clinical screening tool that can support healthcare professionals in reducing diagnostic errors.

Method

A. Dataset

The dataset utilized in this study was obtained from the UCI Machine Learning Repository, specifically the
Cleveland Heart Disease dataset, which has been widely adopted as a benchmark in cardiovascular disease prediction
research [8], [14]. The dataset contains 303 patient records described by 13 clinical predictor variables derived from
demographic information, physical examinations, and laboratory measurements [6], [18].

The predictor variables consist of five numerical attributes, namely age, resting blood pressure (trestbps), serum
cholesterol level (chol), maximum heart rate achieved (thalach), and ST depression induced by exercise relative to rest
(oldpeak). The remaining eight variables are categorical features, including sex, chest pain type (cp), fasting blood sugar
(fbs), resting electrocardiographic results (restecg), exercise-induced angina (exang), slope of the peak exercise ST
segment (slope), number of major vessels colored by fluoroscopy (ca), and thalassemia status (thal). The original target
variable, which contains multiple levels of disease severity, was transformed into a binary classification problem by
grouping patients into either healthy (0) or heart disease (1) classes [5], [14].

B. Data Preprocessing

To ensure a fair and leakage-free evaluation process, all preprocessing procedures were integrated into a closed
machine learning pipeline. This approach guarantees that information from validation or testing subsets is never
exposed during model training and hyperparameter optimization [21].

o Missing Values

The original dataset contains missing observations in the ca and thal features. These missing values were addressed

using median imputation. To prevent information leakage, the median values were computed exclusively from the

training subset within each validation fold and subsequently applied to the corresponding validation [21].

o Feature Normalization

The clinical variables exhibit substantially different numerical scales, which may adversely affect the performance

of distance-based and margin-based learning algorithms such as SVM. Therefore, Min-Max Normalization was

applied to transform all numerical features into a common range between 0 and 1. The transformation is defined as

follows [19], [21]:

X — X
Xnorm = ﬁ (1)
max min

Where X denotes the original feature value, while X,,,;,, and x,,4, represent the minimum and maximum values
observed in the training data, respectively.

C. Support Vector Machine and Hyperparameter Optimization

Support Vector Machine (SVM) is a supervised learning algorithm designed to identify an optimal separating
hyperplane that maximizes the margin between classes [15]. For linearly separable data, the decision function can be
expressed as:

g(x) = sign(WTx + b) )

Where W denotes the weight vector and b represents the bias term.
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Since clinical datasets frequently exhibit non-linear relationships among variables, kernel functions are commonly
employed to map data into higher-dimensional feature spaces where class separation becomes more feasible [15], [19].
In this study, two kernel functions were investigated: the Linear Kernel and the Gaussian Radial Basis Function (RBF)
Kernel.

Table 1. SVM Kernels

No Kernel Type Function
1. Linear Kx,y)=x-y
N —yII2
2. Gaussian RBF K(x,y) = exp (%)

The search for the best parameters was conducted using the Grid Search method to systematically explore macro-
parameter combinations [19], [20]. Such structured hyperparameter tuning strategies are widely utilized in healthcare
prediction infrastructures to ensure that the selected boundaries are mathematically stable and reproducible across
complex clinical criteria [20]. The search space included the kernel type (Linear and RBF), regularization parameter
(€ €{0.01,0.1,1,10,100}), RBF kernel width (y € {'scale',0.01,0.1,1}), and class weight schemes (class_weight €
{None,'balanced'}) to control the effects of skewed patient class proportions [10], [18], [21]. The best parameter
configuration was selected based on the highest Area Under the Receiver Operating Characteristic Curve (ROC-AUC)
score.

D. Nested Cross-Validation

A major challenge in machine learning research is obtaining unbiased estimates of model performance.
Hyperparameter optimization conducted on the same data used for evaluation can introduce optimistic bias, leading to
overestimated performance metrics. To address this issue, a Nested Cross-Validation framework was employed [19],
[21].

Initially, the dataset was divided using a stratified hold-out split, where 80% of the data were allocated for model
development and 20% were reserved as an independent test set. The independent test set remained untouched
throughout the training and optimization stages. The Nested Cross-Validation procedure consists of two fully isolated
evaluation layers:

1. Inner Loop

The inner loop employed Stratified 5-Fold Cross-Validation exclusively for hyperparameter search via Grid Search.

In each outer fold, the inner loop was run anew on the corresponding training partition, and the best hyperparameter

configuration—selected according to the highest mean ROC-AUC across the five inner folds—was then used to

retrain a model on the full outer training set for evaluation on the outer test fold.
2. Outer Loop

The outer loop employed Repeated Stratified K-Fold Cross-Validation with five folds and five repetitions, yielding

25 independent evaluations. Because each outer test fold was never seen during hyperparameter selection in the

corresponding inner loop, this procedure provides a statistically reliable and unbiased estimate of true generalization

performance across different data splits.

The overall research workflow adopted in this study begins with dataset preparation using the Cleveland Heart
Disease dataset obtained from the UCI Machine Learning Repository. The data then undergo preprocessing, including
missing value imputation and feature normalization within a closed pipeline to prevent data leakage. Hyperparameter
optimization is performed using Grid Search and evaluated through a Nested Cross-Validation framework. Finally, the
optimized model is assessed on an independent hold-out test set to measure its predictive performance, generalization
capability, and probability calibration reliability.

Results and Discussion

A. Hold-Out Test Set Performance

The hold-out test set comprised 61 patient records (approximately 20% of the full dataset), obtained via stratified
random splitting. This subset was withheld from all preprocessing, training, and hyperparameter optimization stages
from the very beginning, ensuring that evaluation faithfully simulates the model’s behavior when encountering
genuinely unseen real-world clinical data [19]. Based on the experimental results, the systematic hyperparameter tuning
process was proven to yield consistent improvements in performance metrics on the test data, as summarized in Table
2.

Table 2. SVM Performance on the Hold-Out Test Set

No Model Accuracy | Precision Recall F1-Score | ROC-AUC | Average Precision
1. | Baseline SVM 0.7869 0.7419 0.8214 0.7797 0.9188 0.8980
2. | Tuned SVM 0.8689 0.8125 0.9286 0.8667 0.9372 0.9220

Table 2 shows that the tuned SVM consistently outperforms the baseline SVM across every reported metric (Lamir
et al., 2025). Most notably, Recall (sensitivity) improved from 0.8214 to 0.9286—a clinically meaningful gain—and
the F1-score rose from 0.7797 to 0.8667, confirming that the optimized model is substantially more capable of correctly
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identifying at-risk patients. In a medical screening context, high recall is particularly critical because a False Negative—
a diseased patient classified as healthy—may result in delayed treatment with potentially life-threatening consequences
[18]. This performance enhancement is reflected more transparently through the shift in prediction frequency
distributions within the confusion matrices of both models:

Baseline Confusion Matrix Tuned Confusion Matrix

Actual 0 Actual 0

Actual
actual

Actual 1 Actual 1

Pred 0 Pred 1
Predicted Predicted

Pred 0 Pred 1

Figure 1. Confusion Matrix

Based on Figure 1, the baseline model produced 5 False Negative (FN) errors and 8 False Positive (FP) errors.
Following the implementation of Grid Search optimization, the tuned SVM model successfully reduced the number of
False Negatives massively to only 2 cases, while the number of False Positives also decreased to 6 cases. This finding
indicates a robust increase in model sensitivity without excessively escalating false alarms [1]. This asymmetry between
False Negatives and False Positives is especially pronounced in cardiovascular screening: a missed diagnosis can deny
a patient the opportunity for timely preventive intervention, whereas a false alarm typically results in additional
diagnostic workup rather than direct harm. It should be acknowledged, however, that these results derive from a single
benchmark dataset collected at one medical center. The extent to which the trained model generalizes to patients from
different institutions, geographic regions, or demographic groups remains an open empirical question that requires
external validation on independent multicenter cohorts [2].

B. ROC and Precision—Recall

Threshold-dependent metrics such as accuracy and Fl-score capture only a single operating point and may be
misleading when the cost of False Negatives differs substantially from that of False Positives. Curve-based evaluations
overcome this limitation by characterizing model discriminative ability across all possible decision thresholds [21]. The
ROC curve illustrates the dynamic trade-off between the True Positive Rate (Sensitivity) and the False Positive Rate
(1- Specificity). Meanwhile, the precision-recall curve emphasizes prediction quality in the positive class and is often
much more informative when the primary focus of the research is positive class detection within medical datasets [1],
(8], [14].

Figure 2. ROC Curve and Precision—Recall Curve

The tuned SVM achieved a ROC-AUC of 0.9372 versus 0.9188 for the baseline, while Average Precision increased
from 0.8980 to 0.9220. These gains confirm that the optimized model assigns systematically higher risk scores to truly
diseased patients than to healthy individuals, independent of the chosen operating threshold. The improvement in
Average Precision is particularly informative in the context of class imbalance, as it directly reflects the model’s
precision across all recall levels. Taken together, the ROC and Precision—Recall curves substantiate that hyperparameter
tuning not only lifts threshold-specific metrics but also improves the fundamental ranking quality of the classifier [11].

C. Probability Calibration

Discriminative performance—the ability to rank diseased patients above healthy ones—is a necessary but
insufficient condition for clinical deployment. Equally important is the calibration of the model’s probability outputs:
a well-calibrated model whose predicted probability of 70% corresponds to an observed event rate of 70% provides
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clinicians with actionable, trustworthy risk estimates that can inform triage, treatment prioritization, and shared
decision-making [1], [2]. This alignment evaluation was conducted through calibration curve analysis, which compares
the model's predicted probabilities against the actual frequency of occurrences observed.

4 24 o5 s
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Figure 3. Probability Calibration Curve

The calibration curve of the baseline SVM deviates markedly from the ideal diagonal, a well-known characteristic
of SVM decision scores: because SVM optimizes a margin rather than a likelihood, its raw outputs are not inherently
interpretable as probabilities [15]. On small-to-medium datasets such as the Cleveland cohort, calibration curves are
additionally subject to sampling variability within each probability bin, and interpreting the baseline model’s
probabilities as absolute risk estimates should be treated with caution.

Combining hyperparameter tuning with Platt scaling for probability calibration yielded a meaningfully improved
calibration profile [19], [23]. This was verified by the reduction of the Brier Score from 0.1220 (baseline model) to
0.1043 (tuned SVM model). Since a lower Brier Score indicates more reliable calibration, this improvement confirms
that the tuned model’s probability outputs are, on average, substantially closer to the true observed event rates. An
equally important limitation that warrants explicit discussion is the interpretability of the optimized SVM. Unlike
inherently transparent models such as Logistic Regression or Decision Trees, the RBF-SVM operates as a black-box
classifier: it produces a prediction and a calibrated probability estimate but does not reveal which clinical features
drove any individual decision. This opacity is a recognized barrier to clinical adoption in high-stakes settings where
clinicians and patients expect intelligible reasoning. Post-hoc interpretability methods such as SHAP (SHapley
Additive exPlanations) or LIME could be integrated in future work to address this gap without sacrificing the SVM’s
discriminative advantages. Additionally, if this model is to be deployed across populations differing from the original
Cleveland cohort, external validation and recalibration are mandatory steps to ensure probability outputs remain
trustworthy [16].

D. Nested Cross-Validation Analysis

A recurring methodological problem in applied machine learning is optimistic bias: when the same data are used
for both hyperparameter selection and performance evaluation, reported metrics tend to overestimate true
generalization. To circumvent this, the present study employed a Nested Cross-Validation framework in which
hyperparameter search (inner loop) and performance assessment (outer loop) are performed on strictly non-
overlapping data partitions [19], [21]. While this nested design substantially mitigates optimistic bias, Grid Search has
an important practical limitation: its computational cost grows combinatorially with the number of hyperparameter
candidates and folds, and exhaustive enumeration does not guarantee that the globally optimal configuration has been
found, particularly when the search space is large or when interactions among hyperparameters are complex. The
statistical summary of global performance based on the results of 25 outer evaluations (5 splits x 5 repeats) is
summarized in Table 3.

Table 3. SVM Performance in Nested Cross-Validation

No | Evaluation Metric | Default Threshold Threshold Tuning on Train
1. | ROC-AUC 0,8920 =+ 0,0230 0,8920 + 0,0230
2. | Accuracy 0,8215 + 0,0310 0,7845 + 0,0420
3. | Precision 0,8140 + 0,0350 0,7310 + 0,0480
4. | Recall 0,7850 + 0,0410 0,8950 + 0,0290
5. | Fl-score 0,7991 + 0,0280 0,8042 + 0,0330

Table 3 presents the mean and standard deviation across all 25 outer evaluations. The relatively high average ROC-
AUC of 0.8920 with a standard deviation of only +0.0230 indicates stable discriminative performance across diverse
data partitions. Reporting the full distribution of performance across outer folds, rather than a single aggregate value,
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is methodologically essential: it reveals the sensitivity of model behavior to specific data splits and guards against
scientific conclusions that depend on a particularly favorable random partition [7], [15], [18].

The results also illuminate a fundamental precision—recall trade-off when decision threshold tuning is applied on
the training partition (threshold tuning on train). The integration of this method consistently enhanced the average
Recall from 0.7850 to 0.8950, but conversely reduced precision (to 0.7310) and global accuracy (to 0.7845), while
failing to increase the F1-score metric significantly or consistently [21]. This trade-off is not a methodological flaw
but a reflection of a genuine clinical decision: in cardiovascular screening programs where minimizing missed
diagnoses is paramount, operating at a lower decision threshold to maximize Recall is well justified. However, this
choice must be made deliberately and transparently, accounting for the downstream capacity of healthcare facilities
to absorb additional follow-up examinations triggered by the resulting increase in False Positives (False Positives)
[21, [18].

Hested OV — ROC-AUC distribution touter fokds) Harsted O — F1 distribution {delault SVC chreshold)

A R

Figure 4. Performance Distribution Across Outer Folds in Nested Cross-Validation

The visualization of the performance distribution across the 25 outer-folds reveals distinct distribution
characteristics among the metrics; ROC-AUC values cluster within a relatively stable range, whereas the F1-score
metric exhibits a more dynamic range of variation. This variation in the F1-score metric is considered reasonable
because the F1-score operates as a hard threshold-based metric, making its value highly sensitive to threshold selection
and changes in patient class distributions across each validation fold. This finding re-emphasizes the necessity of
assessing the distribution spread across folds to gauge the risk of model performance variation rather than depending
solely on macro average values [8], [14].
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Figure 5. Frequency Distribution of Best Hyperparameters in Nested Cross-Validation
To gain insight into the underlying structure of the Cleveland dataset, Figure 5 presents the frequency with which
each hyperparameter value was selected as optimal across the 25 outer folds. Several consistent patterns emerge:
1. Kernel Function Type
The RBF (Radial Basis Function) kernel function completely dominates the choices compared to the linear kernel
(Baratpur et al., 2025). This indicates a strong tendency toward complex non-linear relationships among clinical
features of heart disease data in its original dimensional space, although the linear kernel remains competitive in a
small fraction of folds [16, [18].
2. Class Weight
The dominance of selecting the class weight="balanced' parameter points to the benefit of implementing class
weighting to keep the sensitivity of the positive class pristine across most patient data splitting schemes [5], [18].
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3. Regularization Parameter (C)
Regarding the numerical parameters, the best C parameter values are most frequently located in the mid-to-high
range, specifically at C = 10 and C = 100. This characteristic highlights the requirement for a reasonably flexible
model to avoid being too "rigid" or getting trapped in underfitting phenomena on the training data [19].

4. Kernel Geometric Parameter (y)
In folds where the RBF kernel function was selected, the best y parameter values tend to concentrate within the
range of 0.01 to 0.1. This pattern implies a moderate decision boundary complexity: the model possesses a
sufficiently responsive curvature flexibility to capture the non-linear structure of the data, yet its geometric
configuration remains well-controlled to avoid overfitting easily. Future work should include a direct empirical
comparison with Bayesian Optimization (as exemplified by Baratpur et al. [20], or SVM implementations as
demonstrated by Duraisamy et al. [11], and evolutionary algorithms such as genetic algorithms, which can navigate
large hyperparameter spaces more efficiently than exhaustive Grid Search and may uncover superior
configurations with lower computational overhead [15], [19].

Conclusion

This study demonstrates that Grid Search-based hyperparameter tuning substantially improves SVM predictive
performance for heart disease detection on the Cleveland benchmark dataset. Prior to optimization, the baseline SVM
achieved 78.69% accuracy, 0.9188 ROC-AUC, and 82.14% recall, with five False Negative cases on the independent
test set. Following systematic hyperparameter tuning and Platt scaling probability calibration [23], the tuned SVM
improved to 86.89% accuracy, 0.9372 ROC-AUC, and 92.86% recall, reducing False Negatives to two—a clinically
meaningful reduction in missed diagnoses. The Brier Score decreased from 0.1220 to 0.1043, confirming more reliable
probability outputs for clinical risk stratification. Nested Cross-Validation across 25 independent evaluations yielded
a stable mean ROC-AUC of 0.8920 + 0.0230, validating the robustness and consistency of the proposed framework.
The consistent selection of the RBF kernel and class weight='balanced' across folds further confirms the presence of
non-linear feature interactions and class imbalance in the dataset. These findings align with prior SVM-based heart
disease prediction studies and optimization-guided model improvement [20], reinforcing that systematic
hyperparameter configuration yields clinically significant performance gains beyond default model settings. Several
limitations must be acknowledged. First, all results derive from a single-center benchmark dataset; generalizability to
broader populations requires multicenter external validation. Second, this study does not include formal statistical
significance tests (e.g., McNemar’s test) nor direct comparisons with alternative algorithms (Random Forest, Gradient
Boosting) or optimization strategies such as Bayesian Optimization [20]. Third, the RBF-SVM remains a black-box
model; future integration of post-hoc interpretability tools such as SHAP would further strengthen clinical adoption.
These constraints define clear directions for future work: multicenter validation, multi-algorithm benchmarking,
statistical significance evaluation, and interpretability analysis. Despite these limitations, this study provides a
methodologically sound and reproducible framework that demonstrates the tangible benefit of systematic
hyperparameter optimization and rigorous cross-validation for SVM-based cardiac screening.
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    X  norm =   X −   X  min    X  max −   X  min


  X
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  g  ( x ) = sign  (   W  T x + b )


  W


  b


  K  ( x , y ) = x ⋅ y


  K  ( x , y ) =  exp ⁡   (     −  ‖ x − y ‖ 2    2 . 𝜎 2 )


  C ∈  { 0 . 01 , 0 . 1 , 1 , 10 , 100 }


  𝛾 ∈  { 'scale' , 0 . 01 , 0 . 1 , 1 }


  ∈  { None , 'balanced' }
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